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Can Microdata Help to Forecast Inflation?

Inflation is hard to forecast [Atkeson & Ohanian ’01; Stock & Watson ’07]

• Traditional approaches rely on macroeconomic data

• Yet aggregate inflation generated by millions of micro decisions about price setting

• Can micro data help to forecast inflation?

Key challenge: non-stationarity in inflation dynamics

• Different behavior before and after 2020 (UK and US)

• Theory: micro data predicts aggregate inflation only for certain shocks [e.g. large or granular]

[Alvarez-Blaser et al ’24; Auclert et al. ’24]

This paper: forecast inflation with high-dimensional micro data + adaptive machine learning
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Forecasting Inflation with Microdata: an Adaptive Machine Learning Approach

Three forecasting steps:

1. Encode distribution of price changes into high dimensional vector
• Using microdata underlying UK consumer price index, 1997-2024

2. Micro forecast with gradient boosted tree algorithm + real-time tuning

3. Combine micro + benchmark forecast via adaptive machine learning algorithm [fixed shares]
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Forecasting Inflation with Microdata: an Adaptive Machine Learning Approach

Three forecasting steps:

1. Encode distribution of price changes into high dimensional vector

2. Micro forecast with gradient boosted tree algorithm + real-time tuning

3. Combine micro + benchmark forecast via adaptive machine learning algorithm [fixed shares]

Develop a scan test: forecast outperformance for certain horizons + subsamples

[w/ non-stationarity]

Opening the black box: grouped Shapley values show which features of micro data matter

• Fraction of price changes + higher order moments are key [e.g. kurtosis]

• Supports state dependent pricing w/ large shocks, granularity

[Blanco et al ’24, Alvarez-Blaser et al ’24, McLeay & Tenreyro ’20]
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Data



Microdata on Prices for the UK

Aim: forecast UK monthly headline consumer price index (CPI) inflation for 1997-2024

Using microdata on prices, millions of price quotes underlying UK CPI
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Microdata on Prices for the UK

Aim: forecast UK monthly headline consumer price index (CPI) inflation for 1997-2024

Using microdata on prices, millions of price quotes underlying UK CPI

• Unit of observation: item x shop x region x month

• E.g. loaf of bread, at Sainsbury’s next to the LSE, in January ’24

• Study item level monthly price growth

∆ log pjt = 100× (log pjt − log pj,t−1)

• Baseline: including sales [robust to excluding sales based on sales flags & N-S sales filters]

Cleaning + validation + summary stats + sales

3 / 24



Microdata on Prices for the UK

Aim: forecast UK monthly headline consumer price index (CPI) inflation for 1997-2024

Using microdata on prices, millions of price quotes underlying UK CPI

For comparison: also use macrodata [Medeiros et al. ’21; Fouliard et al. ’23]

• ∼60 monthly macro series in total [Goulet Coulombe et al ’21]

• E.g. commodity futures, supply chain disruptions, labor market variables, industrial output

Inflation/macro variables are not seasonally adjusted [avoid look-ahead bias from seasonal filter]

Full list of macro series
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Methods: Macro Forecasting
with Microdata



A Three Step Method to Forecast with Microdata

Step 1:

Encode

Microdata

Step 2:

Micro

Forecast

Step 3:

Combine

Forecasts

Scan

Test

Use forecasting power of high-dimensional microdata given non-stationarity

• Step 1: Encode distribution of price changes into a high-dimensional vector

• Step 2: Micro forecast with gradient boosted trees + real-time tuning

• Step 3: Combine micro + benchmark forecasts w/ adaptive machine learning [fixed share]
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Use forecasting power of high-dimensional microdata given non-stationarity

• Step 1: Encode distribution of price changes into a high-dimensional vector

• Step 2: Micro forecast with gradient boosted trees + real-time tuning

• Step 3: Combine micro + benchmark forecasts w/ adaptive machine learning [fixed share]

Scan test: does micro add forecasting power?

Later: open black box, which features of microdata matter?
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Step 1: Encoding Micro-Price Data

Aim: use millions of individual price observations to forecast inflation

Problem: need fixed-length inputs, but products enter/exit ⇒ no fixed predictor vector

• E.g. Sainsbury’s near LSE stops selling the loaf of bread

Solution: create stable, high-dimensional vectors of monthly price change distribution

Price-change distribution:

• Fraction with ∆ log pjt = 0

• Deciles of non-zero ∆ log pjt
+ 5 moments (mean, var, skew, kurt, 5th)

Time since last price change:

• Deciles of time since last price change

+ First 5 moments

Calculate for 11 COICOP1 categories, with 12 lags

• Broad COICOP1 categories [e.g. food, clothing], avoiding noisy item-level inputs

11 × 12 × 29-dimensional vector of predictors → high dimensional!
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Step 2: Forecasting with Encoded Microdata

Vector of predictors is high dimensional relative to time series

• Conventional methods will overfit, but machine learning is well suited

Use gradient boosted tree algorithm (XGBoost) [Chen & Guestrin ’16]

• Predict with a moderate-depth regression tree, predict residual with next tree, iterate

• Typically performs better than random forest in relevant settings [Grinsztajn et al. ’22]

Train parameters

• Tree structure, e.g. feature used for split, split threshold, prediction value of leaf

Tune hyperparameters in real time [to avoid look-ahead bias in validation]

• Learning rate: how much next tree modifies prediction

XGBoost Pseudocode
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Step 2: Rolling-Window Training + Real-Time Tuning

At date t, forecast inflation in month t + h

• Inputs: {high dimensional micro vectort−j}12j=0, month dummies [seasonality]

• One XGBoost model per horizon h ∈ {1, . . . , 24} [akin to nonlinear local projection]

Rolling-window training: estimate parameters on [t − 120,t]

• Valid with non-stationarity → limits influence of distant history

Tune hyperparameter Γ∗ ∈ G in real time:

1. For each Γ ∈ G: generate validation forecasts for {π̂t−47, . . . , π̂t} Graphical Illustration

2. Select Γ∗ by validation MAE, then re-train on the latest 120 months for forecast

Repeat this real-time procedure for all months t and horizons h ∈ {1, . . . , 24}
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Step 3: Combining Microdata with Existing Benchmarks

How to exploit forecasting gains from microdata given non-stationarity?

• Combine forecasts using adaptive machine learning

→ Shift weight toward microdata when informative, and away from it otherwise

Benchmark Forecast I: SARIMA

Benchmark Forecast II: Macrodata + machine learning forecast
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Step 3: Combining Microdata with Existing Benchmarks

How to exploit forecasting gains from microdata given non-stationarity?

• Combine forecasts using adaptive machine learning

→ Shift weight toward microdata when informative, and away from it otherwise

Benchmark Forecast I: SARIMA

• Rolling-window seasonal ARIMA

• Training + hyperparameters (ARIMA specifications) as in ML forecasts

• Nests main univariate specifications

[e.g. random walk (Atkeson & Ohanian ’01); rolling window IMA(1,1) (Stock & Watson ’07)] Details

• Main selected specification: 1 AR, 1 MA, 12th difference

Benchmark Forecast II: Macrodata + machine learning forecast

8 / 24



Step 3: Combining Microdata with Existing Benchmarks

How to exploit forecasting gains from microdata given non-stationarity?

• Combine forecasts using adaptive machine learning

→ Shift weight toward microdata when informative, and away from it otherwise

Benchmark Forecast I: SARIMA

Benchmark Forecast II: Macrodata + machine learning forecast

• Same rolling-window XGBoost procedure as micro

• Uses macro time series instead of microdata as predictor

• Follows state-of-the-art for inflation forecasting w/ macrodata [Medeiros et al. ’21]
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Step 3: Combining Forecasts with Adaptive Machine Learning

Combine forecasts with fixed shares algorithm [Herbster & Warmuth ’98]

π̃h
t =

∑
k∈{micro, macro, SARIMA}

wh,k
t π̂h,k

t

wh,k
t+1 = (1− α)

wh,k
t exp

(
−η |πt − π̂h,k

t |
)∑

j w
h,j
t exp

(
−η |πt − π̂h,j

t |
)︸ ︷︷ ︸

reweight by recent error

+
α

K︸︷︷︸
mixing

• Reweighting moves mass toward the expert with best recent performance

• Mixing floors every weight at α/K

→ Dominated expert (e.g. microdata pre-2020) can regain weight once informative

• Hyperparameters: learning rate η, mixing rate α

Interpretable: micro forecast important when weight wh,micro
t high
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Why Fixed Shares? Bound on Forecast Loss with Nonstationarity

Dynamic Regret = gap between cumulative forecast loss of:

• Fixed share forecast LFSn vs best ex post forecast L
(k0,...,kS )
n

• L
(k0,...,kS )
n : best sequence of experts k0, . . . , kS , allowed to switch S times

• Captures non-stationarity: best forecast may differ pre vs. post 2020

For α = optimum α⋆, small η, dynamic regret is: [Herbster & Warmuth ’98, Thm 1 & 3]

LFSn − L(k0,...,kS )n = O
(

η n︸︷︷︸
cost of

overreacting to noise

+ log(Kn)
η︸ ︷︷ ︸

cost of not knowing
best expert path ex ante

)

• Bound holds without data generating / stationarity assumption

[useful w/ non-stationarity + machine learning]

• η trade-off: small = stable but slow; large = fast but noisy. Key: how to tune η Details

Bound rises with number of experts K → include only experts with forecasting power
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A Scan Test for Forecast Comparison

Does microdata outperform benchmark inflation forecasts? At least, at certain times?

Relevance:

• Theory + non-stationary environment: microdata only matters sometimes

• Regret bound rises with number experts → only include microdata if useful

A new scan test:

• Difference in forecast loss between models B and M, horizon h: Dh
t = |εht,B | − |εht,M |

• M = microdata, B = benchmark

• H0 : E[Dh
t ] ≤ 0 for all t ∈ {1, ..., n}, h ∈ {1, ...,H}

• H1 :
∑

t∈[t,t] E[Dh
t ] > 0 for some interval [t, t] of width ≥ tmin and horizon h ∈ {1, ...,H}

• I.e. there is some sub-period and horizon for which forecast model M outperforms B

Tests whether additional power from microdata at any unknown subsample or horizon

• Not a full sample test for predictive accuracy on average [Diebold & Mariano ’95]

• Applies to any forecast comparison
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A Scan Statistic to Test H0

Scan statistic:

Sh
t,t =

∑t
t=t D

h
t√∑t

t=t

(
Dh

t − 1
|t−t|

∑t
t′=t D

h
t′

)2
, Smax = max

(t,t)
max

1≤h≤H
Sh
t,t

Smax based on subsample + horizon w/ strongest outperformance of forecast M

→ Identifies horizon + subsample of greatest outperformance

Scan test asks whether Smax unusually large under H0

Null distribution of scan statistic is non-standard

• High dimensional comparisons across 626k interval-horizon pairs

• Derive null distribution w/ Gaussian bootstrap [computationally efficient]

• Robust to heteroskedasticity & non-stationarity [serial correlation adjustment possible]

• Uses results on high-dimensional Gaussian approximations [Chernozhukov et al ’13,’17]
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Results: Forecasting Inflation
with Microdata



Overview of the Results

1. Micro outperforms benchmark only:

• During high + volatile inflation after 2020, at horizons >6 months

2. Adaptive machine learning algorithm with microdata performs well:

• At all times, at all horizons

3. Value of microdata for forecasting

• Adaptive model places more weight on microdata after 2020

• Scan test confirms importance of microdata
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Warmup: Benchmark SARIMA Performance

Actual inflation vs. 12-month-ahead SARIMA forecast

SARIMA errors rise sharply after 2020
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Micro Forecast vs. SARIMA

12-month-ahead SARIMA forecast vs. micro forecast

Micro forecast errors rise by less after 2020
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Result #1: Micro outperforms SARIMA, only after 2020, after short horizons

Pre-2020 (2015–2019): micro underperforms SARIMA at every horizon

• Median absolute error (MAE) worse by 13% to 43%

Post-2020 (2020–2024): micro outperforms SARIMA after short horizons

• Beats SARIMA in median absolute error from h = 6 onwards

• Largest improvement: 23% in MAE at h = 14

Scan test rejects that micro never outperforms SARIMA (p=0.04)

• Horizon + period of greatest outperfomance: Jan ’22 - Dec ’22, horizon h = 14

→ Include SARIMA in adaptive machine learning

Scan test also rejects that macro never outperforms SARIMA (p = 0.01)

→ Also include macro in adaptive forecast

• Neither micro nor macro dominate each other
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Forecasts with Adaptive Machine Learning

Forecast of adaptive machine learning algorithm (fixed share) 12 months ahead

Adaptive model ≈ micro forecast during high + volatile inflation, ≈ to SARIMA before
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Result #2: Adaptive ML Performs Well at All Times + Horizons

Adaptive machine learning performs well at all times + horizons

Pre-2020 (2015–2019): adaptive model similar to SARIMA at every horizon

• Median absolute error (MAE) between 15% worse to 8% better

Post-2020 (2020–2024): adaptive model outperforms SARIMA at all horizons

• Median absolute error ≈ 7% better at short horizons, ≈ 20% at long horizons
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Result #3: Value of Micro Forecast (1/2)

First pass: weight on each expert for 12 month ahead forecast

Microdata becomes more important for forecasting during high + volatile inflation period
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Result #3: Value of Micro Forecast (2/2)

Formal test: does adding microdata improve on the adaptive macro + SARIMA?

Apply scan test to loss differential between two fixed-share combinations:

• Three-expert: SARIMA + macro + micro

• Two-expert benchmark: SARIMA + macro

Results:

• Reject H0: three-expert never beats two-expert, p = 0.001

• Takeaway: microdata has incremental forecasting power beyond macro + SARIMA
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Opening the Black Box: which Features of Microdata Matter for Forecasting?

Which features of the microdata matter for forecasting?

Grouped Shapley decomposition over four theory-inspired groups:

g1. Fraction unchanged [e.g. Blanco et al ’24]

g2. Mean non-zero price change [e.g. Klenow & Kryvtsov ’08]

g3. Higher order moments of non-zero price-changes [Ball & Mankiw ’94; Vavra ’13]

g4. Time-since-last-change [Nakamura-Steinsson ’08; Alvarez et al. ’22]

Shapley value: group g ’s contribution to three-expert %MAE fall relative to macro + SARIMA

• Accounting for interactions/nonlinearities

Definition
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g4. Time-since-last-change [Nakamura-Steinsson ’08; Alvarez et al. ’22]

Shapley value: group g ’s contribution to three-expert %MAE fall relative to macro + SARIMA

• Accounting for interactions/nonlinearities

Definition
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Opening the Black Box: What Features of the Microdata Matter?

Micro g ’s contribution to three-expert %MAE reduction relative to macro+SARIMA

Feature group Pre-2020 Post-2020

Fraction of unchanged prices (g1) −7.0 36.4

Mean non-zero price change (g2) −14.9 5.7

Other non-zero price-change features (g3) −19.1 19.8

Time-since-last-change + quote counts (g4) 2.9 −21.1

Grouped Shapley values summed over horizons h = 1, . . . , 24, relative to macro + SARIMA fixed-shares.

Before 2020, no group of features from microdata matter much for forecasting

Important after 2020:

• Fraction of unchanged prices

• Higher moments of non-zero price-change distribution
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Implications for Models of Inflation

Current micro distribution: function of (possibly infinite) history of past aggregate shocks

Micro distribution has no forecasting power if:

• Macro variables nonlinearly span aggregate shocks

• Can consistently estimate mapping between aggregate shocks + macro variables Details

Implications of forecasting power of microdata, either:

• Key shocks not spanned by macro vars, e.g. granularity [Gabaix ’11; Alvarez-Blaser et al ’24]

• Cannot consistently estimate mapping between agg. shocks + macro variables

• Due to non-stationarity or non-linearity w/ rare large shocks
• Then micro distributions forecast inflation in state dependent pricing models [Blanco et al ’24]

Ongoing: simulate global menu cost model with granularity
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Conclusion

Micro data & adaptive machine learning helps forecast inflation in non-stationary environment

1. Encode the cross-section of price changes into high dimensional vector

2. Forecast with gradient boosted trees + real time tuning

3. Combine forecasts adaptively via adaptive machine learning

Evaluate forecasting power of microdata with scan test

Use grouped Shapley values to interpret which micro features drive the forecasting gains.

Main message: microdata become informative when inflation is high and volatile

• Consistent with state-dependent models of price setting, granularity
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Grouped Shapley Definition Return

Let G = {g1, g2, g3, g4} and fix horizon h. For each coalition S ⊆ G:
• Estimate the micro expert using S only

• Combine with SARIMA and Macro XGBoost via adaptive algorithm

vh(S): % MAE reduction from combining coalition S with SARIMA + macro benchmark

vh(S) = 100× MAEbenchmark,h −MAES,h

MAEbenchmark,h
, vh(∅) = 0.

Shapley value for group g ∈ G at horizon h:

ϕg ,h =
∑

S⊆G\{g}

ω(S)
[
vh(S ∪ {g})− vh(S)

]
, ω(S) =

|S |!
(
|G| − |S | − 1

)
!

|G|!
.

• ϕg ,h is forecast improvement from g → sum accounts for nonlinearity/interactions



Data Cleaning Return

Following Adam & Weber ’23, we apply the following filters in order:

1. Validity filter: retain only observations with valid ONS price codes

2. Duplicate removal: drop entire series if a product appears more than once in any period

3. Price rounding: round all prices to two decimal places

4. Implausible prices: remove zero prices and prices below £0.001

5. Flag-based exclusions: drop non-comparable observations; substitutions start new series

6. Short-spell removal: drop isolated single observations; drop products with <2

non-missing observations

These steps remove only 0.24% of raw observations



Summary Statistics: Cell Counts Return

Organised at cell level: month × COICOP1 category (12 categories)

Treatment p5 p10 p25 p50 p75 p90 p95

Panel A: All price changes

Drops ONS sales 265 1,201 2,566 6,170 8,840 15,752 19,039

Includes sales 299 1,219 2,648 6,673 10,634 17,588 20,637

Panel B: Non-zero price changes only

Drops ONS sales 26 58 222 559 1,036 2,273 3,303

Includes sales 49 94 271 908 2,063 3,789 4,831

Percentiles of cell counts across (date, COICOP1) cells. ∼90% of prices unchanged at monthly frequency.



Validation: CPI Replication Return

Validation 1: Reconstruct aggregate CPI from micro quotes

Year-on-year CPI inflation: official ONS series vs. replicated from micro-price panel with all posted prices.



Validation: Price-Change Distribution Moments Return

Validation 2: Benchmark moments of |∆p| against the literature

Mean |∆p| Std dev |∆p| Excess kurtosis

This paper

All prices (2% trim) 0.202 0.171 3.97

ONS sales dropped 0.139 0.126 5.01

Literature

Klenow & Kryvtsov ’08 0.113 – –

Nakamura & Steinsson ’08 0.085 – –

Blanco et al. ’21 (UK) 0.153 0.205 3.81

Moments computed on non-zero |∆p| with 2% trim on each tail. Our estimates replicate well-known stylised

facts.



Treatment of Sales Return

Main dataset: all posted prices (including sales)

Robustness: three alternative treatments of sales prices:

1. Drop ONS sales: remove observations flagged by ONS as temporary price reductions

2. Nakamura–Steinsson Filter A (baseline: JJ = 3,KK = 3, LL = 3):

• Algorithmically identify sale episodes
• Replace sale prices with inferred regular price

3. Nakamura–Steinsson Filter B (conservative: JJ = 1,KK = 1, LL = 3):

• Stricter parameterisation, flags fewer sales

NS filter identifies sales by checking for price rebounds within JJ periods and variation over LL-period windows.



Macro Series (1/4): Labour Market Return

Variable Description Source Tr.

Labour market

EMP Total employment, aged 16+ ONS 5

EMP PART Part-time employment ONS 5

EMP RATE Employment rate, aged 16–64 (%) ONS 2

EMP ACT Economically active, aged 16–64 ONS 5

EMP ACT RATE Economic activity rate, aged 16–64 (%) ONS 2

UNEMP RATE Unemployment rate, aged 16+ (%) ONS 2

UNEMP DURA 6mth Unemployed up to 6 months ONS 5

UNEMP DURA 6-12mth Unemployed 6–12 months ONS 5

UNEMP DURA 12mth+ Unemployed over 12 months ONS 5

CLAIMS Claimant count (thousands) ONS 5

CLAIMS RATE Claimant count rate (%) ONS 2

AVG WEEK HRS Avg. weekly hours, all workers ONS 5

AVG WEEK HRS FULL Avg. weekly hours, full-time ONS 5

WAGE Hourly earnings, manufacturing FRED 5

Tr. codes: 1 = levels; 2 = first differences; 5 = first differences of logs.



Macro Series (2/4): Industrial Output, Retail & Trade Return

Variable Description Source Tr.

Industrial output (Index of Production)

IOP PROD Total production ONS 5

IOP CAP GOOD Capital goods ONS 5

IOP DUR Consumer durables ONS 5

IOP ENER Energy ONS 5

IOP INT GOOD Intermediate goods ONS 5

IOP MACH Machinery & equipment ONS 5

IOP MANU Manufacturing ONS 5

IOP MINE Mining & quarrying ONS 5

IOP NON DUR Consumer non-durables ONS 5

IOP PETRO Coke & refined petroleum ONS 5

IOP OIL EXTRACT Crude oil & gas extraction ONS 5

Retail & consumption

RSI Retail sales index, volume (incl. fuel) ONS 5

AVG WEEK RETAIL SALE Avg. weekly retail sales, all ONS 5

AVG WEEK RETAIL SALE NON FOOD Avg. weekly retail sales, non-food ONS 5

Trade

EXP GOOD Exports of goods, BOP (CVM) ONS 5

IMP GOOD Imports of goods, BOP (CVM) ONS 5



Macro Series (3/4): FX, Commodities & Global Prices Return

Variable Description Source Tr.

Exchange rates

GBP BROAD Broad effective exchange rate (Jan 2005=100) BOE 5

GBP CAN GBP/CAD spot rate BOE 5

GBP JAP GBP/JPY spot rate BOE 5

GBP US GBP/USD spot rate BOE 5

Commodities, energy & global prices

OIL PRICE Brent crude oil price ($/barrel) FRED 5

CRUDE OIL FUT Brent crude oil futures (CO1) Bloomberg 1

CRUDE GAS FUT Natural gas futures (FN1) Bloomberg 1

FOODFUT Wheat futures index (INFAWHP) Bloomberg 1

FUEL UK fuel/gas cost measure DESNZ 1

COMP P World Bank primary commodity price index World

Bank

1

GSCPI Global supply chain pressure index Iacoviello 1

TOTINF OECD total CPI inflation OECD 1

UKHPI UK house price index ONS 1



Macro Series (4/4): Monetary, Financial & Uncertainty Return

Variable Description Source Tr.

Monetary & credit
M1 Money supply M1 BOE 5
M2 Money supply M2 BOE 5
M3 Money supply M3 BOE 5
M4 Money supply M4 (sterling, private) BOE 5
BANK RATE Official Bank Rate BOE 2
SONIA Sterling overnight index average rate FRED 2
BGS 5yrs yld 5-year gilt nominal par yield BOE 2
BGS 10yrs yld 10-year gilt nominal par yield BOE 2
MORT FIXED RATE 2YRS 2-year fixed mortgage rate, 75% LTV BOE 2
MORT FIXED RATE 5YRS 5-year fixed mortgage rate, 75% LTV BOE 2
TOT HOUSE APP Total house purchase approvals BOE 5

Financial markets
FTSE ALL FTSE All Share index Yahoo 5
FTSE250 FTSE 250 index Yahoo 5
VIX CBOE Volatility Index Yahoo 1
SP500 S&P 500 Yahoo 5
UK focused equity iShares MSCI UK ETF (EWU) Yahoo 5

Uncertainty
EUR UNC INDEX Economic policy uncertainty, Europe FRED 2

Tr. codes: 1 = levels; 2 = first differences; 5 = first differences of logs. All series non-seasonally adjusted.



Nested Rolling-Window Validation Return

Example: h = 12, information cut-off t = 2014/01, forecast month t + h = 2015/01. For each

Γ ∈ G:

π̂t+12

h = 12

48-month validation windowt

Time
2000 2005 2010 2014 2015

l = 4

l = 3

l = 2

l = 1

Final

Train (120m) Held-out (12m) Final train Gap (h months)

• 4 non-overlapping 12-month held-out blocks tile the validation window

• Concatenate ⇒ 48 pseudo-out-of-sample forecasts ⇒ validation RMSE

• Select Γ∗ = argminΓ∈G validation RMSE; re-train on final 120 months



XGBoost Return

For each horizon h, XGBoost learns a nonlinear map from recent micro-price distributions to

future inflation:

X h
τ =

(
Dτ−h−11, . . . ,Dτ−h

)
, π̂h

τ = FM(X h
τ ).

Current fit

Fm−1(X )

Forecast errors

π − Fm−1(X )

Fit next tree

fm(X )

Update forecast

Fm = Fm−1 + νfm

• Trees split on lags and moments of the price-change distribution, allowing nonlinear interactions

• We train a separate boosted model for each horizon h ∈ {1, . . . , 24}
• Code uses squared-error XGBoost, 100 trees, and shrinkage ν ∈ {0.05, 0.1}
• Hyperparameters are re-selected in real time, then the final model is fit on the latest 120 months



ML Forecast: Pseudocode Return

Algorithm: Machine Learning (Rolling Window)

Input: Inflation {πt}, features {Xt}, hyperparameter grid G, horizon h

Output: Forecasts {π̂h
τ}

2024/11
τ=2000/01

1. For each forecast origin τ = 2000/01, . . . , 2024/11; let τ̄ = τ − h:

a. For each Γ ∈ G, for each fold l = 4, . . . , 1:

• Train ML(Γ) on {(Xt , πt)}τ̄−12l
t=t0

• Forecast next 12 months: π̃h
t′ for t′ = τ̄−12l+1, . . . , τ̄−12(l−1)

b. Compute validation RMSE over 48-month window for each Γ

c. Select Γ∗ = argminΓ∈G validation RMSE

d. Re-train ML(Γ∗) on {(Xt , πt)}τ̄t=τ̄−119; forecast π̂
h
τ

Training window: 120 months. Validation: 4 non-overlapping 12-month folds. Separate model per horizon

h ∈ {1, . . . , 24}.



SARIMA Forecast: Pseudocode Return

Algorithm: SARIMA (Rolling Window)

Input: Inflation {πt}, horizon h, SARIMA order grid T with p, d , q,P,D,Q ∈ {0, 1}, M = 12

Output: Forecasts {π̂h
τ}

1. For each forecast origin τ ; let τ̄ = τ − h:

a. For each Υ ∈ T , for each fold l = 4, . . . , 1:

• Train SARIMA(Υ) on {πt}τ̄−h−12l
t=τ̄−h−12l−119

• Forecast next 12 months: π̃h
t′ for t′ = τ̄−12l+1, . . . , τ̄−12(l−1)

b. Evaluate AO-12MA candidate: π̃h
t′ =

1
12

∑11
j=0 πt′−h−j over same folds

c. Compute validation RMSE over 48-month window for each Υ and AO-12MA

d. Select Υ∗ as best candidate (SARIMA or AO-12MA) by lowest RMSE

e. Re-train SARIMA(Υ∗) on {πt}τ̄t=τ̄−119; forecast π̂
h
τ

Training window: 120 months. Validation: 4 non-overlapping 12-month folds. Separate model per horizon

h ∈ {1, . . . , 24}.



Dominant SARIMA Specification (1, 0, 1)(0, 1, 0, 12) Return

General form: SARIMA(p, d , q)(P,D,Q,M), with M = 12 (monthly):

Φ(B) Φs(B
M) (1− B)d (1− BM)D πt = Ω(B) Ωs(B

M) εt

• p, q (resp. P,Q): non-seasonal (resp. seasonal) AR / MA orders

• d (resp. D): non-seasonal (resp. seasonal) differencing

Selected order (1, 0, 1)(0, 1, 0, 12), i.e. P = Q = d = 0:

(1− ϕB)︸ ︷︷ ︸
AR(1)

(1− B12)︸ ︷︷ ︸
seasonal diff.

πt = (1 + θB)︸ ︷︷ ︸
MA(1)

εt

Equivalent form. For year-on-year change wt = πt − πt−12, stationary ARMA(1, 1):

wt = ϕwt−1 + εt + θ εt−1

Annual differencing absorbs seasonality; residual year-on-year changes follow a simple ARMA(1,1).



Why Fixed Share, Not Just Multiplicative Weights? Return

Multiplicative weights (MW) = fixed share with α = 0 (no mixing step)

Regret guarantee only versus the single best expert in hindsight (no switches):

• Too restrictive: identity of best forecast shifts over time (pre vs. post 2020)

The recovery problem with MW:

• Each step multiplies weights by exp(−η loss)

• Expert that does poorly early sees weight decay exponentially toward 0

• Even if it later becomes the best, it cannot recover meaningful weight

Fixed share fix: the mixing step

• Each t, redistribute weight α uniformly ⇒ floor wh,k
t+1 ≥ α/K > 0

• Every expert stays alive and can recover when its data become informative

• Yields regret bound versus a comparator that switches across experts over time
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Fixed Share: Adaptive Learning Rate Return

Two implementations of fixed share: [with α = 0.02]

1. Fixed learning rate: η = 0.1,

• Transparent benchmark, standard in the online learning literature

2. Adaptive learning rate: pick η⋆t from grid H at each t

• Rolling-window MAE over past W = 60 months, neighborhood search (±1 grid step)
• Algorithm tunes its own responsiveness as inflation dynamics change



Fixed Share: Adaptive Learning Rate

Learning rate η controls how aggressively weights react to recent errors:

• Small η: smoother weights, slower adaptation

• Large η: faster reallocation, more sensitivity to noise

Adaptive rule used in the paper: choose η from recent forecasting performance

1. Run fixed share in parallel for 20 candidate learning rates on [0.01, 1.0]

2. At each t, compare the previously chosen η and its two grid neighbors

3. Pick the one with lowest MAE over the past W = 60 months:

η⋆t = arg min
η∈{η⋆

t−1 and neighbors}

1

60

t−1∑
s=t−60

|πs − π̃h,(η)
s |

• Intuition: stable periods choose smoother updating; volatile periods can choose faster

updating



Macro Expert vs. SARIMA Return

Macro XGBoost shows an analogous regime-dependent pattern

Pre-2020 (2015–2019): mostly underperforms SARIMA

• Modest gains only at h = 11–12

Post-2020 (2020–2024): beats SARIMA at 21/24 horizons in MAE, 19/24 in RMSE

• Gains concentrated from h = 7 onward

• Largest improvement: 31% in MAE at h = 17, 60% in RMSE at h = 24

Scan test rejects H0: macro beats SARIMA over Sep ’22 – Mar ’23 at h = 16, p = 0.001

Both scan tests motivate the adaptive ML design: fixed share combines micro and macro

experts on top of SARIMA



Gaussian Multiplier Bootstrap Return

Null distribution of Tmax is nonstandard ⇒ approximate via Gaussian multiplier bootstrap

Draw ξ = (ξ1, . . . , ξn)
⊤ ∼ N (0,Θ) independent of data. For each I , h:

S∗,h
I =

e∑
t=s

ξt
(
Dh

t − D̄h
I

)
, T ∗,h

I =
S∗,h
I√
Q̃h

I

, T ∗,max = max
I ,h

T ∗,h
I

• Multipliers applied only to the numerator (self-normalization in denominator)

• p-value from B = 5,000 draws:

p̂ =
1 +

∑B
b=1 1{T ∗,(b),max > Tmax}

B + 1



Choice of Θ Return

Θ encodes temporal dependence of bootstrap multipliers. Two regimes:

Regime I (Independent Noise): D1, . . . ,Dn independent across time

Θ = In

Regime D (Dependent Noise): D1, . . . ,Dn temporally dependent

Θ(t, u) = K

(
t − u

bn

)

• K = quadratic spectral kernel [Andrews ’91], optimal for long-run variance estimation

• bn = bandwidth, selected from grid {0.5, 1.0, 1.5, 2.0}; verify stable inference



Pre-Test for Serial Dependence Return

Choose between Regime I and D via pre-test for serial correlation

Diagnostics: ACF/PACF plots + scree plots of covariance matrix of Dt = (D
(1)
t , . . . ,D

(H)
t )⊤

Ljung–Box test: for each horizon h ∈ {1, . . . , 12}:

Qh = T (T + 2)
m∑

k=1

ρ̂h(k)
2

T − k
, Q =

12∑
h=1

Qh

• p-value via Gaussian multiplier bootstrap (B = 5,000)

• Multipliers ξt ∼ N (0, 1) i.i.d.: preserves cross-horizon dependence, breaks temporal

dependence

• Small p-value ⇒ Regime D (dependent); large p-value ⇒ Regime I (independent)
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