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Unstructured Data: Measuring Economic Sentiment

Company financial statements capture how firms experience the economy in real time 
— a signal that can inform monetary policy alongside traditional indicators

Inflation Business Conditions Uncertainty Labour Market

60,681
SGX financial

statements available

82
Quarters of data

(2006–2026)

2,234
Unique issuers

across 11 sectors

Challenge: Reading and scoring these manually would take months.

Can AI help economists extract macro signals from corporate text — quickly and rigorously?



AI as a Research Assistant

AI tools like Claude Cowork assist at each stage of the analytical pipeline
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• Describe: Researcher describes the task that needs to be performed in plain language

• Implement: AI writes Python, JavaScript, and HTML — runs code and shows results

• Iterate: Researcher reviews output with the AI, questions results, refines approach, and repeats

~2,500

lines of build script

1 day

to working dashboard

0

lines typed by researcher



How the Forecast Signal Is Built

1 Dictionary sentiment interpretable, theory-led

• LLM-built phrase lists per sentiment dimension; span-masked to avoid double-counting

• Scored as a net tone, then aggregated to a quarterly series

net tone = (positive − negative phrases) per 10,000 words

2 PLS embedding data-driven, learns the signal

• Each sentence → a 1,024-dim embedding (bge-large-en) — meaning, not just keywords

• PLS distils the 1,024 dims to 3 factors that best predict the target

max Cov(Xw, y)  s.t.  ‖w‖ = 1   ->   first 3 components = PLS factors

3 Adaptive combination what enters the forecast

• Blends the dictionary and PLS forecasts by inverse-MSE weighting (no look-ahead)

• Automatically leans on whichever signal has forecast better

combo = w · dict + (1 − w) · PLS,   w = MSE_PLS / (MSE_dict + MSE_PLS)



Sentiment Tracks Inflation

Granger-causal and one-directional: SGX inflation sentiment leads MAS Core CPI by 1–2 quarters (p < 0.001)

The PLS Embedding Factor shown is in-sample (fit on the full period) — a descriptive co-movement overlay, not a real-time signal.



Text Improves Inflation Forecasts
Out-of-sample test (2016–2025): adaptive combo of dictionary sentiment + PLS embedding beats an AR(2) benchmark for MAS 
Core CPI by 14–25% RMSFE

Out-of-sample, expanding window: PLS factors and combo weights re-estimated each quarter; sentiment lagged ≥1 quarter (eval 2016–2025, n = 40).



Structured Data: Monitoring the Iran War

An AI-updated dashboard monitoring how the Iran war is affecting the energy supply chain and financial markets.

~19,000

lines of build script

1 week

to working dashboard

0

lines typed by researcher



How the AI Read Is Generated

1 Structured data

• ~500 time series from 8 main data sources:

CEIC — macro & financial series

Bloomberg — refined-product & market prices

SingStat — SG trade, output & tariffs

UN Comtrade — regional reliance on SG

IMF PortWatch — satellite vessel traffic

Yahoo Finance — FX, yields & futures

investing.com — palm-oil & coal benchmarks

Motorist.sg — SG retail fuel prices

• Cowork-written ingestion scripts for each series, run daily as automatically scheduled jobs

• Data are organized into three views:



How the AI Read Is Generated

2 Summary statistics

• A fixed function reduces each series to a compact statistic

• e.g. current level vs pre-war baseline, change, recent trend, and staleness

3 Page narratives
• Each page gets a Sonnet 4.6 read of their stats in relation to the energy supply chain and financial markets



How the AI Read Is Generated

4 Landing-page read & status

• A fourth synthesizer call merges the three page reads and assigns each question's four-level status.

• Trigger-gated by a 2σ move on a curated series — the AI runs for ~$1–8 / month.

// prompts/synthesizer.md

The level is a judgement call — the page

concern scores (0–100) inform your read, but

do not apply mechanical thresholds.

// the 4-level status scale

Calm Watchful Strained Critical

Critical is a high bar. If the badge sits at

Critical for months, it stops carrying signal.

Bias toward the lower level when ambiguous.

Calibration anchors · e.g., energy supply

Calm
Brent within ±10%; shipping near 
normal

Watchful
Brent +15–30%; downstream still 
muted

Strained
Brent +50–100%; refining −15 to 
−30%

Critical
Hormuz hit; Brent >$180; 
refining shutdowns

Financial markets carries its own anchor bands.



Connecting LLM Narratives back to Structured Data

A built-in audit trail: every numeric claim cites the exact chart it came from.

• Weekly transits are nowcast from satellite AIS vessel data

• Counterfactual is estimated by a STL + Ridge model

• Actual-vs-counterfactual gap is the live disruption signal



Key Takeaways

1 AI turns data — structured and unstructured — into macro signal

SGX earnings text predicts inflation and business conditions out-of-sample; ~500 Iran-war series become an AI-read 

dashboard with every claim cited to its chart.

2 AI compresses months of build into days

Both pipelines — PDF-to-dashboard and ingestion-to-nowcast-to-narrative — were built fast and run cheap, by one 

economist who never wrote a line of code.

3 Human judgment remains indispensable

AI implements and surfaces; economists question, interpret, and validate. Built-in audit trails keep the AI checkable, not 

just trusted.
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